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Executive Summary 

Companies of all sizes around the world today are actively working on server virtualization projects to 
reap the benefits of consolidating underutilized servers. By reducing the number of servers delivering 
the same workload, IT organizations are reducing their space, power and cooling requirements, as well 
as the total cost of ownership (TCO) of their servers, while increasing their server return on investment 
(ROI). As a result, IT administrators are faced with having to transition workloads from a purely physical 
environment to a new virtual environment. What are the system requirements for a physical server 
running a hypervisor with many virtual servers and their associated workloads? What is the role of 
memory in this new virtual infrastructure?   

In order to support these consolidated workloads, it makes sense for these servers to require more 
horsepower — including memory. But how much physical memory is enough? Does server virtualization 
require a move to 64-bit processors to support the larger memory capacities? Should IT calculate 
memory capacities using the minimums required by the hypervisor solutions, operating systems, and 
applications, or should the larger, recommended amount be used? If more memory is recommended 
than what was delivered in the standard system configuration, what are the technical and business 
benefits of populating additional memory with third-party solutions? 

This FOCUS white paper explores the drivers behind the need for increased memory in virtual 
environments and common memory management techniques used by hypervisors to ensure efficient 
use of memory, including memory over-commitment, memory sharing, and memory ballooning. It 
describes the impact of memory on workload performance and increased consolidation ratios. A 
financial perspective is offered, including cost versus performance trade-offs and a discussion on ROI 
and TCO. The paper concludes with key benefits and savings, and a FOCUS assessment of the effects of 
memory on server virtualization implementations.  
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Introduction 

The use of virtualization to consolidate physical servers is becoming broadly accepted and deployed. The 
fact that most servers are running at utilization rates of less than 10%, coupled with savings in space, 
power, cooling, and maintenance costs from consolidating servers, offers a compelling financial and 
operational case for moving to a consolidated virtual infrastructure.  

There are a number of different virtualization architectures available on the market. Today, most data 
centers are implementing bare-metal virtualization known as hypervisors. A hypervisor is a highly 
optimized kernel, much like an operating system, that provides CPU, memory, and, in some cases, 
device management for virtual machines. A virtual machine (VM) is a software implementation of a 
computer. To the guest operating system, the virtual machine looks like hardware (see Figure 1). 
Hypervisors provide IT with both the flexibility and performance required by data centers, making it the 
virtualization solution of choice. 

 The question then arises, “How should IT configure the system that will run the hypervisor and 
consolidated servers? How much memory will it require, and what will happen if there isn’t enough 
memory to support the virtual servers running on that system?” With memory prices dropping, the easy 
answer is to “buy as much memory as possible,” but that statement alone may not be enough to make 
the financial case or the purchasing decision.   

It is therefore worthwhile to take the time to analyze and understand how virtualization solutions use 
memory, how much memory overhead each virtual server and associated workloads require, and the 
ramifications of both over-committing and over-purchasing memory. There are four areas where 
memory may be required in a hypervisor-based virtual server implementation (see Figure 1): 

·  the memory required to load the hypervisor (typically a small amount) 

· the memory required to initiate a virtual machine 

· the memory required by the operating system loaded into the virtual machine 

· the memory needed for the application  

It is also important to consider the various available options for populating these consolidated systems 
with memory and building a financial justification for purchasing the appropriate amount of memory.  

 

Figure 1: Components used in a virtual sever environment that require memory 
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This FOCUS white paper provides the information needed to create such a financial justification, 
detailing required and recommended memory configurations, and the effect of memory on workload 
performance and consolidation ratios. Competitive cost matrices are included to facilitate the financial 
analysis of the purchase options available. 

Drivers  

As IT organizations have gained experience with consolidating many physical servers onto one server, 
many are finding that consolidating onto older servers with fewer/lower-power processors and support 
for smaller memory sizes does not meet the performance needed for the workloads and limits the 
desired consolidation ratios of the data center. This disparity between desired and actual results is 
leading to the purchase of new servers and/or blades with increased CPU performance, increased 
memory, increased I/O connectivity, and the use of networked storage, usually a SAN.  

In practice, the limiting factors for the configuration of memory include: 

· The processor architecture (32-bit vs. 64-bit)  

· The number of memory slots available 

· The cost of high-capacity memory 

The move from 32-bit processor and memory architectures to 64-bit architectures has significantly 
increased the maximum amount of memory that can be configured on any given system. Rather than 
having a maximum memory constraint of 4 gigabytes (GB) with the 32-bit architecture (232), the 64-bit 
architecture can support theoretically up to 16 exabytes (264). 

The fact that the processor architectures can support very large amounts of memory is only part of the 
story. The systems, both rack-mount and blade servers, must also have slots to hold all the additional 
memory configurations. Many of the high-end servers today support up to 32 DIMM (dual in-line 
memory module) slots. A system with 32 DIMM slots configured with 2-GB DIMMs will support 64 GB of 
physical memory. Alternatively, using 4-GB or 8-GB DIMMs would provide support for 128 GB or 256 GB 
of physical memory. 

The third consideration is cost. To obtain the highest capacity available, 8-GB DIMMs would have to be 
used. In some cases, the additional cost of 8-GB DIMMS may be prohibitive.  However, when deploying 
larger capacity memory configurations, third-party memory vendors can bring significant value with 
reduced prices. 

The need for higher-memory capacities is not slowing. As more complexity is moved into software 
solutions across the board and larger amounts of data are being processed, more memory is needed to 
efficiently execute the software. These increased memory requirements for operating systems and 
applications, plus the desire to consolidate multiple servers onto one system, are all pushing the need 
for greater memory capacities in systems today. 

Memory and Virtualization Overview 

In researching this white paper, FOCUS interviewed IT professionals from three different companies with 
varying requirements, all of whom emphasized the criticality of having “enough” physical memory when 



FC 6.24.2008 

 

Server Virtualization and Memory 

 2008 FOCUS Consulting www.focusonsystems.com Page 5 

 

 

configuring virtual servers. The question is, “How should IT evaluate and determine how much is 
‘enough’ memory?” The answer depends on both the hypervisor being used and the workloads 
provisioned on the server. This section explains how hypervisors use memory and configuration 
considerations that depend on workload. 

Hypervisor Memory Utilization 

 A native or bare-metal hypervisor is, in effect, a very efficient, operating system control program that is 
loaded directly onto the hardware. How the hypervisor manages and utilizes the memory is highly 
dependent upon the hypervisor. In general, hypervisors partition and virtualize nearly all of the available 
address space, called virtual memory, such that each guest OS believes it has access to the entire 
address space, whether it does or not.  

Hypervisor Memory Requirement 

VMware ESX 3.51 272 MB minimum  

Microsoft Hyper-V 512 MB base + 32 MB/guest OS 

Xen 3.0 100 KB base + 32 KB(or more)/guest OS 

Table 1: Hypervisor memory overhead 

Each hypervisor requires a small amount of physical memory to run in, itself, as well as memory space 
for each virtual machine (see Table 1). On top of that, each guest operating system and its associated 
applications (workload) have memory requirements that are highly dependent upon the operating 
systems and applications.  

Table 2 lists the minimum and recommended amounts of memory for a few of the market-leading 
operating systems and applications. While 512 MB may be the minimum amount of memory required to 
load an operating system — for example, Microsoft Windows Server 2003 — in practice, users 
interviewed generally allocate between 1–2 GB of memory for each Windows Server 2003 guest OS to 
assure good performance. After adding up all the memory requirements for multiple virtual servers, it 
becomes clear that memory is a vital and important consideration for properly configuring a 
consolidation server. 

Operating System/Application Min. Memory Required  Recommended Memory  

Microsoft Windows Server 2003 512 MB 1 GB 

Microsoft Windows Server 2008 512 MB 2 GB+ 

SUSE Linux Enterprise Server 10  512 MB 512 MB+ 

Exchange Server 2003 256 MB 512 MB+ 

Exchange Server 2007 SP1 2 GB 2 GB + 5 MB/mailbox 

Microsoft SQL Server 2005 SP2 512 MB 1 GB+ 

Table 2: Operating system and application memory requirements 

                                                             

1 ESX Server 3 Installation Guide: ESX Server 3.5 and Virtual Center 2.5, VMware, updated 1/3/2008, copyright 2007-2008 VMware. 
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It can be difficult to determine how much physical memory to configure in a system supporting many 
virtual machines. If the data center has the workloads running directly on a physical server, monitoring 
the current memory utilization is a good way to determine how much memory will be required when it 
moves to a virtual machine. When implementing new workloads on a virtual machine, overall memory 
can be estimated by adding up the amount of physical memory required by the hypervisor plus the 
recommended memory for the operating system(s), the applications, and any overhead associated with 
each virtual machine for each desired virtual machine running on the system.  

“When we first got started, we purchased as much RAM as seemed reasonable. We now add up the 
number of VMs we want to support and the amount of memory recommended for each OS and 
application,” explained the VP of network administration for a mid-size community bank.  

Understanding the workload is critical to calculating the correct amount of memory. For example, 
database applications will require large amounts of memory. “With 8 cores, 32 GB of memory was the 
bottleneck with our database. The memory utilization was 75% and performance was not where we 
needed it. Once we doubled the memory, the performance met our expectations, and we are running at 
about 50% memory utilization,” this VP explained. 

Another quick, rule-of-thumb way of calculating how much memory to configure when using the 
VMware ESX 3.5 hypervisor is to allocate between 2–4 GB of memory per CPU core, to host 4–8 server 
VMs per core. 

Memory Management Techniques 

Hypervisors use a number of memory management techniques for maximizing the efficient use of 
memory, including memory over-commitment, memory sharing, and memory ballooning.  

Memory over-commitment is a technique that allows IT to reserve more virtual memory than is 
physically available on the system. For example, one can create four virtual machines, each with 1 GB of 
virtual memory on a system that has 2 GB of physical memory.  

This technique is most effective when the virtual machines are running different workloads/applications 
with complementary memory usage profiles. This means that all the virtual machines have to take turns 
sharing the existing physical memory. The disadvantage of memory over-commitment is that if the 
amount of physical memory becomes too constrained, the system can begin to thrash, continuously 
swapping pages of memory in and out.  

Memory sharing involves the hypervisor scanning the page tables for identical pages being used by 
different virtual machines.  When identical pages are identified, the hypervisor remaps the virtual 
memory pointers and releases the redundant page(s).  

This technique is especially useful when the virtual machines are running identical operating systems 
and workloads. If the operating systems and applications are all very different, the amount of memory 
that can be shared will be small. 

Memory ballooning allows the hypervisor to work with the guest operating system to dynamically grow 
or shrink the memory the guest OS thinks it has available to it.  

In most operating systems, when the memory becomes constrained, the OS begins a process of 
reclaiming unused memory, providing more efficient memory utilization. This also allows the hypervisor 
to move virtual memory around to the various virtual machines, better utilizing physical memory.  
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VMware ESX VI 3.5 Memory Management 

In the ESX VI 3.5 release, VMware has introduced a number of memory management improvements 
over earlier releases. “We have seen a 30% improvement in memory utilization with 3.5 over 2.5,” 
explained the virtualization architect for a large sporting goods manufacturer. VMware ESX 3.5 utilizes 
all three memory management techniques: over-commitment, memory sharing, and memory 
ballooning.  

To reduce the chance that memory will thrash when over-provisioned, IT can assign a priority to each 
virtual machine/workload. As the physical memory becomes constrained, the ESX server will transfer 
physical memory to active virtual machines from idle virtual machines, and even shut down low-priority 
virtual machines, if necessary.  

Xen 3.0 Memory Management 

The Xen 3.0 hypervisor utilizes memory sharing and memory ballooning techniques for improved 
memory management in a virtual environment. The Xen community has decided to not implement 
memory over-commitment techniques, at least for now, because of the possibility for memory thrashing 
described above.  

Microsoft Hyper-V Memory Management 

Currently the Microsoft Hyper-V hypervisor does not utilize any of these memory management 
techniques. 

The hypervisor vendors continue to work on memory management efficiency for improved performance 
and sharing. Users implementing hypervisors can expect to see continued improvements. 

Constraints and Performance 

By its nature, a virtual environment is a shared environment, 
and performance can be constrained by over-provisioning the 
CPU(s), memory, or I/O. If a system is configured with a large 
number of virtual machines, all with workloads that require 
high processing power, the system will likely become CPU-
bound.  

Similarly, if a system is configured with a large number of 
virtual machines with workloads that all require large 
amounts of memory, the system is likely to become memory-
bound.  

With this in mind, balanced performance can best be 
obtained by configuring workloads that are complementary 

across processor, memory, and I/O utilization. 

To avoid creating memory-bound virtual machines, it is best to follow vendor guidelines and 
recommendations for memory. Often, software vendors list both minimum and recommended memory 
utilization specifications for products. The minimum amount of memory is what is required to have the 
software load into memory. However, one can expect that application performance will not be 
optimized, and the minimum amount may lead to significant page thrashing.  

άhǳǊ ǇŜǊŦƻǊƳŀƴŎŜ ǿŀǎ 

choked initially, but 

adding memory has 

solved the performance 

ƛǎǎǳŜǎΦέ 
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The larger, recommended amount of memory is the amount required by the program to perform 
optimally. Often, this number will vary depending upon the amount of data required by the application. 
This is especially true for any form of database — the more data accessed or queried, the more memory 
needed to maintain optimal performance. For example, Microsoft SQL Server 2005 requires, at a 
minimum, 512 MB of memory to run (see Table 2).  

However, the recommended amount is 1 GB or more, 
depending on the size of both the data entries and the overall 
database. When transaction processing rates are high, or query 
response times are slow, memory capacity may need to be large 
— for example, 64 GB or more. 

The one thing all applications have in common is that they do 
not behave well when there isn’t enough memory. Some 
applications will simply hang, while others will thrash, 
consuming all possible resources.  

Due to the fact that memory is shared across all virtual 
machines, this problem can be compounded in the virtual 
environment. This is the primary reason IT generally provisions 
more memory than currently required. This also provides 
headroom for utilization spikes and for adding additional virtual 
machines without having further the capital expense of buying another server. 

Impact on Consolidation Ratios 

To enable configuration of and access to amounts of memory larger than 4 GB, systems must move to 
64-bit processors. These new processors and larger memory capacities enable support for increased 
numbers of virtual servers consolidated onto one system.  

To understand the impact of memory on consolidation ratios, this paper examines three different 
customer scenarios. Each customer discussed has consolidated between 25 and 30 virtual servers onto 
one physical system using VMware ESX and is currently running at about 50% CPU utilization rate. The 
memory utilization rates varied between 50% and 80% utilization, depending on the customer workload. 

It is important to note that VMware, in its installation guide, advises its users that memory is often a 
limiting factor in determining the total number of VMs that can be consolidated onto a single server. 
This will be the case with the Xen and Hyper-V hypervisors also. 

All three customers had decided to maintain a 50% to 60% CPU utilization rate for a number of different 
reasons. The manager of network technologies at a large tool manufacturing company stated, “We keep 
our CPU utilization on our consolidated systems at about 50% because we have a number of databases 
we run which require a very large amount of memory.” This company started out with 32 GB of memory 
and has since transitioned to 64 GB in three of the five consolidated systems, with plans to transition the 
other two in the next few months. “Our performance was choked initially, but adding memory has 
solved the performance issues.” 

The VP of network administration at a medium-sized community bank explained, “I keep my processor 
and memory utilization at 50% for two reasons. First, I need to keep space open for VM failover. I need 
to be able to lose two systems and continue to operate. Second, with mergers, I need to be able to 

 VMware advises its 
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double my capacity at a moment’s notice.” This company originally ran with a 30:1 consolidation ratio, 
but found that 30 VMs and the associated workload were too many to meet its failover requirements, so 
the number of VMs was backed off to 25:1. 

The virtualization architect at a large sports equipment 
manufacturer had originally configured the consolidation 
system with 32 GB of memory. “This put us over our target 
80% memory utilization, and performance was being 
adversely affected. We increased the memory to 64 GB, 
which put us at 50% utilization for both our CPU and memory 
utilization. I have found that keeping the CPU utilization and 
memory utilization rates about the same gives us the best 
performance on all our workloads.”  

All three of these customers, in purchasing the extra memory, 
avoided having to buy another server. Simply adding memory, 
while adding to the overall cost of the server by roughly $300, 
allowed these businesses to: 

· Achieve/maintain desired consolidation ratios 

· Avoid the cost of another system (anywhere from $4,000 to $50,000) 

· Improve performance across all workloads 

Financial Perspective 

Understanding the cost tradeoffs of adding memory is important. Another consideration is whether to 
purchase memory from the server vendor directly or from a third-party memory vendor. Which will 
provide the highest return on investment? This section reviews different cost scenarios and a simple ROI 
analysis of the options. 

Cost Scenarios 

Table 3 reflects generally available list price information. The systems listed are ones that are 
recommended by the market-leading vendors specifically as ideal virtualization platforms. The vendor 
OEM list prices for additional memory, as well as Dataram third-party memory solutions, are included 
for comparison. Using high-quality, third-party memory solutions can provide a cost-effective way to 
gain significant memory capacities at a lower overall cost. 
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Vendor System 
Standard 
Memory 

Max. 
Memory 

Additional 
Memory 

Total 
Memory 

OEM List 
PriceÏ 

Dataram 
List PriceÏ 

Dataram 
Cost/GB 

HP 
ProLiant 

DL585 G5 
8 GB 256 GB 32 x 2 GB2 64 GB $4,144 $3,392 $53.00 

    32 x 4 GB 128 GB $13,584 $9,568 $74.75 

    32 x 8 GB 256 GB N/A3 $57,936 $226.31 

IBM 
System 

x3950 M2 
8 GB 256 GB 32 x 2 GB4 64 GB $4,144 $3,968 $62.00 

    32 x 4 GB 128 GB $13,584 $10,464 $81.75 

    32 x 8 GB 256 GB $239,984 $97,888 $382.38 

Table 3: Memory cost comparisons 

Return on Investment 

The basis for the return on investment for adding memory to a physical system will be realized 
immediately in cost avoidance. The ability to simply add memory with a list price of less than $100/GB 
to support and grow the number of virtual machines supported avoids incurring the expense for another 
system with associated maintenance and support fees. 

For a company implementing VMware ESX 3.5 with VMs running Microsoft Server 2003, the minimum 
amount of memory required for each VM would be 512 MB of memory, but in practice 1 GB or more is 
generally allocated. If we assume a consolidation ratio of 10:1 — that is, 10 VMs to one physical system 
— the absolute minimum memory requirement would be: 

512 MB * 10 = 5.12 GB 

A more realistic estimate for required memory would be to use 1 GB per VM: 

 1 GB * 10 = 10 GB 

Adding the memory required for the VMware service console (hypervisor), this would come to roughly 
10.3 GB. 

Note that these memory requirements are just for loading the hypervisor and the operating system, and 
ŘƻƴΩt include application memory requirements. 

The systems from HP and IBM that are used for this example come with 8 GB of memory standard. To 
support the 10 virtual machines with 10.3 GB of memory, either additional memory or another entire 

                                                             

Ï OEM prices based on June 2008 figures; prices subject to change 
Ï Dataram prices based on June 2008 figures; prices subject to change 
2 PC2-5300 2 Rank Memory 
3 HP does not currently offer this capacity 
4 PC2-5300 CL5 ECC DDR2 Chipkill Registered 667 MHz 
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system must be purchased. Table 4 outlines the ROI for adding 64 GB of memory to the machines rather 
than adding an additional system. 

System Options 
Dataram List Price for 

64 GB Memory  

(2-GB DIMMs) 

Entire 
System List 

PriceÏ 

Simple ROI of Additional Memory 
vs. an Entire System 

(Savings ς Costs)/Costs * 100 

HP ProLiant DL585 G5 $3,392 $15,467 
(15,467 – 3,392)/3,392 * 100 = 

356% ROI 

IBM System x3950 $3,968 $17,099 
(17,099 – 3,968)/3,968 * 100 = 

331% ROI 

Table 4: ROI for adding 64 GB of Dataram memory 

For less than a quarter of the capital it would take to purchase an additional system (not including 
support or VMware licensing), IT can simply increase the memory on the initial system to support more 
virtual machines and the associated workloads and obtain over 300% return on that investment.  

Total Cost of Ownership 

Adding memory to support more virtual machines on one system rather than purchasing another system 
also lowers the total cost of ownership. Every time a system is brought into the data center, it requires 
additional power, cooling, space, cables, storage, management, and scheduled maintenance.  

Adding a virtual machine requires management and access to storage (which may or may not be already 
available). Due to the fact that the virtual machine is sharing the power, cooling, space, cables, and 
maintenance with other virtual machines on the same server, the total cost of ownership for a virtual 
machine is significantly lower than it is for a physical system.  

The ability to add more high-quality memory to a system in order to support more virtual machines and 
the associated workloads avoids much of the costs associated with provisioning a new “server,” thereby 
lowering the total cost of ownership for supporting those same workloads in the data center. 

Best Practice Recommendations  

Virtualization solutions allow IT to consolidate workloads from many underutilized server resources onto 
one system. To achieve both the desired consolidation ratios and adequate performance, FOCUS 
recommends: 

· Understanding and/or calculating memory requirements of the hypervisor, guest operating 
systems, and applications before configuring the systems (64-bit processors may be required). 

                                                             

Ï Prices based on June 2008 figures; prices subject to change 
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· Where possible, maximize the consolidation ratios 
and the return on server investments by adding more 
memory, rather than purchasing another system. 

· Minimize the total cost of ownership through 
avoiding the power, space, cooling, cabling, and 
maintenance associated with another system. 

· When purchasing additional memory, consider using 
third-party vendors for high-quality, cost-effective 
options. 

FOCUS Assessment  

With both the quantity of performance and quality of virtual 
machine supported so tightly associated with the amount of 
memory provisioned, along with the obvious financial case 
for increasing consolidation ratios, it is clear that evaluating 
memory requirements and configuring appropriately for the 
workloads being virtualized must be part of virtualization 
planning.  

Furthermore, when considering the amount of memory 
needed by the expected workloads, including the 
virtualization and operating system overhead, FOCUS recommends adding an additional 20%, if possible. 
This will allow headroom for unexpected spikes and avoid potential thrashing.  

With the availability of high-quality memory available from companies such as Dataram, configuring 
large amounts of memory on systems supporting multiple virtual machines provide a cost-effective 
solution for increased consolidation with excellent performance. 

About Dataram 

Founded in 1967, Dataram is a worldwide leader in the design and manufacture of reliable, high-
capacity, and innovative memory solutions. Dataram provides customized memory solutions for OEMs 
and memory upgrades for leading brands, including HP, IBM, Sun, Dell, Intel, and AMD Opteron.  
Dataram memory is priced up to 50% less than comparable OEM options, is guaranteed compatible, and 
features a lifetime warranty. For more information, see www.dataram.com 

 

 

 

 

 

All trademarks are the properties of their respective owners. 

 

ά!ŘŘƛƴƎ ŀƴother server 

costs me roughly 

$30,000, including 

VMware licenses. It is 

much more cost-

effective to add 

memory to support 

additional virtual 

machines until the 

processor hits 75% to 

ул҈ ǳǘƛƭƛȊŀǘƛƻƴΦέ 

http://www.dataram.com/


FC 6.24.2008 

 

Server Virtualization and Memory 

 2008 FOCUS Consulting www.focusonsystems.com Page 13 

 

 

Other Related FOCUS Reports  

FOCUS has published the following related reports. For more information, or to purchase these 
additional reports, please see details at http://www.FOCUSonsystems.com/research/.  

- FOCUS Solution Profile: Citrix XenServer  

- FOCUS Solution Profile: VMware Virtual Desktop Solutions 

- FOCUS Solution Profile: Microsoft Hyper-V and System Center Virtual Machine Manager 

- FOCUS White Paper: HP Blades and Virtualization: The ins and outs of I/O 

- Blade Server and Virtualization: Transforming Enterprise Computing while Cutting Costs (book) 

http://www.focusonsystems.com/research/
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